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artificial general intelligence

I goal : create AI at least as intelligent as humans

I specifically AI that is autonomous and domain-independent
I why create AGI?

I help avoid global destruction by human stupidity
(via nanotech, etc.)

I cure cancer
I save puppies
I make your wildest dreams come true
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what is intelligence?

I “Intelligence measures an agent’s ability to achieve goals in a
wide range of environments.” [S. Legg & M. Hutter]

I “Intelligence is the ability to achieve complex goals in a
complex environment.” [B. Goertzel]

I “Intelligence is the ability for an information processing
system to adapt to its environment with insufficient
knowledge and resources.” [P. Wang]
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approaches to AGI

I brain emulation (detailed imaging and computer simulation)
I

I modeling HI
(using cognitive science, computer science, mathematics)

I Novamente (B. Goertzel)
I NARS (P. Wang)

I abstract mathematical theory
(intelligence from first principles)

I AIXI (M. Hutter)
I Gödel machine (J. Schmidhuber)
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structure of the theory of Universal AI

I Universal AI = Universal induction + Decision theory

I Universal induction = probability + algorithmic information
theory
(optimal prediction)

I Decision theory = probability + utility theory
(optimal action in a known probabilistic environment)
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Algorithmic information theory
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quantifying information

x = 1011101 ∈ B∗

I what is the information content I of x?
I information theory gives us a relative measure

I if S 3 x then I = log(|S|)
I ignores content of x

I what is the intrinsic information content of x?

I idea : consider algorithms computing x
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Turing machines T

I formal model of a general computer
I tapes (memory)
I read/write heads
I internal state
I a table of rules (program)

I T (p) = x ⇐⇒ T halts on input p with output x
I canonical encoding: T → 〈T 〉 ∈ B∗

I induces an ordering {T1, T2, . . . }

Luke Grecki lgrecki@math.ucdavis.edu Universal AI



Artificial general intelligence
Algorithmic information theory

Universal sequence prediction
AIµ : agents in known probabilistic environments

AIXI : agents in unknown probabilistic environments

universal Turing machines U

Theorem (Universal Turing machine)
There exists a universal Turing machine U which simulates Turing
machine Ti with input y′q if fed with input y′i′q i.e.

U(y′i′q) = Ti(y
′q) ∀i, q
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Kolmogorov complexity

I program p is a description of x relative to T if T (p) = x

I consider shortest description KT (x) as a complexity measure

KT (x) := min
p
{l(p) : T (p) = x}

I not intrinsic! (depends on T )

I is there a TM that has the shortest descriptions for all x?
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Kolmogorov complexity

almost!

I consider a universal TM U . If T (p) = Ti(p) = x then
U(i′p) = x so

KU (x) ≤ KT (x) + cTU

where cTU = l(i′).

I what if we choose another universal TM U ′?

|KU (x)−KU ′(x)| ≤ cUU ′

I assumption: cUU ′ is small for “natural” universal TMs.
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Kolmogorov complexity

Definition (Kolmogorov complexity)
Let U be a reference universal Turing machine. The Kolmogorov
complexity is defined as the length of the shortest program p, for
which U outputs x (given y):

K(x) := min
p
{l(p) : U(p) = x}

K(x|y) := min
p
{l(p) : U(y′p) = x}
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properties of Kolmogorov complexity

Theorem (Properties of Kolmogorov complexity)

1. K(x)
+
≤ l(x)

2. K(x|y)
+
≤ K(x)

+
≤ K(x, y)

3. K(xy)
+
≤ K(x) +K(y)

4. K(x, y) = K(y, x)

5. K is co-enumerable (approximable from above)
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the problem

x = x1x2x3 . . . ∈ B∞
(generated by a probability distribution µ)

I want to predict xk from x1:k−1
I trivial if µ is known - can use Bayes’ rule

I Bayes’ rule tells us how to calculate posterior (conditional)
probabilities from prior probabilities

I what prior probability distribution should we use?

I can we choose one that does well in arbitrary environments?
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guiding principles

I Epicurus’ principle of multiple explanations
If more than one theory is consistent with the observations,
keep all the theories.

I Occam’s razor principle
Keep the simplest theory consistent with the observations.
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Solomonoff’s universal prior

Solomonoff defined

M(x) :=
∑

p:U(p)=x∗

2−l(p)

I if x is the observed history, each program p consistent with
this history is given some weight (Epicurus)

I shortest programs dominate the sum (Occam)

I M(y|x) ≈ 2−K(y|x)

I y has high probability iff y has a simple explanation given x

I M(x) is the probability U outputs x when running a random
program p
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Solomonoff’s universal prior

Theorem (Posterior convergence of M to µ)

∞∑
t=1

∑
x<t

µ(x<t)
(
M(0|x<t)− µ(0|x<t)

)2 +
≤ 1

2
ln 2 ·K(µ) <∞

I M(0|x<t)− µ(0|x<t) goes to zero for t→∞ with
µ-probability 1.

I speed of convergence depends on K(µ)

I predictions based on M converge to predictions based on µ

I (magically) holds for any computable probability distribution µ
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the universal prior ξ

I M is a mixture over the class M =Msemi
enum

I can generalize to a mixture ξ over a countable class M of
distributions

ξ(x1:n) ≡ ξM(x1:n) :=
∑
ν∈M

2−K(ν) · ν(x1:n)

I still have convergence of conditional probabilities

ξ(xt|x<t)− µ(xt|x<t)→ 0

I need to choose M so that µ ∈M
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facts

I universal prediction is model-free

I M takes us directly from data to predictions

I M predicts optimally - can show strong bounds on the
number of errors made by predicting from M in comparison
with predicting from µ
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AIµ : agents in known probabilistic
environments (decision theory)
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the cybernetic agent model

I An agent is a system that interacts with an environment in
cycles k = 1, 2, 3, . . .

I In cycle k the action (output) yk ∈ Y is determined by a
policy p

I yk depends on the I/O history y1x1 . . . yk−1xk−1
I environment reacts, leading to a new perception (input)
xk ∈ X determined by a function q or distribution µ

I xk depends on the I/O history y1x1 . . . yk−1xk−1yk
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the cybernetic agent model

I model p and q as Turing machines

I xk ≡ rkok ∈ X := R×O
I goal is to maximize rewards rk ≡ r(xk)

(reinforcement learning)
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the cybernetic agent model

I consider the future utility for a finite lifetime m

V pq
km :=

m∑
i=k

r(xpqi )

I define the best agent p∗ by

p∗ := arg max
p
V pq
1m ⇒ V p∗q

km ≥ V
pq
km

I p∗ does best over the whole life ⇒ p∗ does best starting at
any cycle k
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the AIµ model

I replace q with a probability distribution µ(q)

I now must maximize the expected utility

V pµ
km(yx<k) :=

∑
q∈Q µ(q)V pq

km∑
q∈Q µ(q)
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the functional AIµ model

Definition (The AIµ model)
The AIµ model is the agent with policy pµ that maximizes the
µ-expected total reward r1 + . . .+ rm, i.e.

p∗ ≡ pµ := arg max
p
V p
µ

I again get our inequality V ∗µkm(yx<k) ≥ V pµ
km(yx<k)
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the iterative AIµ model

express the value...

V ∗µkm(yx<kyk) =
∑
xk

[r(xk) + V ∗µk+1,m(yx1:k)] · µ(yx<kyxk)

I for a particular yk and xk the expected reward is
[r(xk) + V ∗µk+1,m(yx1:k)]

I weight this by µ(yx<kyxk)

I sum over all xk

and then the action...

yk = arg max
yk

V ∗µkm(yx<kyk)
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a word on constants

1 � 〈l(ykxk)〉 � k ≤ m � |Y × X|

1 � 216 � 224 ≤ 232 � 265536

I 1� average word (input+output) length

I average word length � average number of cycles

I lifetime � the number of possibilities

Luke Grecki lgrecki@math.ucdavis.edu Universal AI



Artificial general intelligence
Algorithmic information theory

Universal sequence prediction
AIµ : agents in known probabilistic environments

AIXI : agents in unknown probabilistic environments

what we’ve learned

I AIµ is optimal in environment µ

I AIµ essentially depends only on µ and m (can choose general
X and Y)

I knowing µ makes everything trivial! (formally)

I most of the time we don’t know µ

I idea : use our universal prior ξ instead
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AIXI : agents in unknown
probabilistic environments
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the universal AIXI model

I calculate expected utility (and actions yk) according to ξ

I universal - µ-independent and parameter-free
(with the exception of m)

I expect AIXI to be optimal because ξ is an optimal predictor of
µ and we make optimal actions according to ξ

I how is it optimal?
I intelligence order relation
I pareto-optimal
I self-optimizing policy

I if µ is “separable” can get stronger optimality results
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intelligence order relation

Definition (Intelligence order relation)
We call a policy p more or equally intelligent than p′ and write

p � p′ :⇔ ∀k∀yx<k : V pξ
km(yx<k) ≥ V p′ξ

km (yx<k),

i.e. if p yields in any circumstance higher ξ-expected reward than
p′.

I the policy pξ of AIXI is best (pξ � p for all p)
I no fair, why ξ?

I ξ is a universal predictor
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pareto optimality

Definition (Pareto optimal policies)
A policy p̃ is called Pareto optimal if there is no other policy p with
V p
ν ≥ V p̃

ν for all ν ∈M and strict inequality for at least one ν.

Theorem
pξ is Pareto optimal.

I can we get a balanced improvement?
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balanced pareto optimality

Theorem (Balanced Pareto optimality)

∆ν := V pξ

ν − V p̃
ν , ∆ :=

∑
ν∈M

wν∆ν ⇒ ∆ ≥ 0.

This implies: Assume p̃ has lower value than pξ on environments
L ⊂M by a weighted amount ∆L. Then p̃ can have higher value
on H :=M\L but the improvement is bounded by ∆H ≤ ∆L.

I note: the weights are those of ξ

I there may be reasons to choose other weights
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self-optimizing policies

I can we expect convergence of the average value
1
mV

pξµ
1m → 1

mV
∗µ
1m as m→∞?

Theorem
If there exists a sequence of self-optimizing policies p̃m in the sense
that 1

mV
p̃mν
1m → 1

mV
p̃mν
1m for each ν ∈M then this holds for the

sequence of universal policies pξm. In particular it will hold for the
true environment µ ∈M,

1

m
V pξmµ
1m

m→∞−→ 1

m
V ∗µ1m
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the choice of the horizon

I fixed horizon m
I m not usually known in advance
I may want good outputs sooner (even if slightly less good)

I naive limit m→∞ may not exist (or results in poor behavior)

I dynamic horizon hk ≡ mk − k + 1

I reward discounting rk := γkr
′
k

I can use a universal discount γk = 2−K(k)

I results in very quickly growing effective horizon

I unclear if this choice is important
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applications

I sequence prediction

I strategic games

I function minimization

I supervised learning from examples
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computational limitations

I AIXI is only enumerable since M is only enumerable

I scaled version AIXItl computable in time t · 2l

I AIXItl considers only policies p of length ≤ l computable in
time t

I AIXItl is still optimal, still intractable
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theoretical questions

I why incorporate rk as a part of the environment?

I can we incorporate the reward system into the agent?

I how can we choose a reward system consistent with human
values?

I addressed (only?) by the theory of Friendly AI [E. Yudkowsky]

I what is intelligence in the absence of goals or rewards?
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conclusions

I AIXI is a formal and elegant model of a super-intelligent agent

I AIXI is optimal according to a variety of measures

I AIXI is computationally intractable

I AIXI could serve as a gold standard for AGI
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