
Lab 4 Worksheet

Problem 1: Colorblindness is an incomplete basis!

Over the course of the last few labs, you have encountered problems related to colorblindness.
What you have been working towards is the concept of a basis :

red =

 1
0
0

 , green =

 0
1
0

 , blue =

 0
0
1


These vectors form a basis for R3 (3-D space). You will learn in class that a vector space’s
basis is a set of linearly independent vectors that spans the space. “Spanning” means that
any vector in the space can be built from linear combinations of the basis vectors. How does
this relate to the problem you did in Lab 3 on colorblindness?

Practically speaking, if the number of linearly independent vectors you have is equal to
the dimensionality of the space, then your vectors form a basis. This means that you can
think of dimensionality as the number of basis vectors for a space. Explain in words why
B1 = {r,g,b} is a basis for the set of all colors.

Do you think this basis is the only possible basis for R3? Why or why not?

For simplicity, we’re going to try to answer this question first in 2-D. Consider the vector

u =

[
4
3

]
.

Your task is to come up with three pairs of vectors that add together to form u with the
following stipulations:

• One of the pairs will involve two linearly independent vectors.

• One of the pairs should involve subtraction instead of addition.

• None of the pairs can include (4, 0)! Or (0, 0), . . . or anything trivial.
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• Each pair should be plotted along with u to show that the two vectors add up “end-
to-end” to give u. (If you forget how to do this, consult Lab 1.)

So, do you think that a basis for R2 (2-D space) is unique or nonunique? Justify your answer
using the definition of a basis from the first page. (Whatever you conclude will also be valid
for R3.)

Now, consider the following new basis:

B2 =

v1 =

 1
1
0

 ,v2 =

 0
1
1

 ,v3 =

 1
0
1

 .

In this basis, your goal is to determine what color is encoded by

c = 0.8238v1 − 0.1765v2 + 0.1765v3.

To do so, follow these steps:

1. First, observe that when we write v1 as a column vector, we are using a convention
based on B1 (the basis that we discussed on the previous page):

v1 =

 1
1
0

 = 1

 1
0
0

+ 1

 0
1
0

+ 0

 0
0
1


With this is mind, figure out what colors v1, v2, and v3 are in the RGB system. Plot
them each as colored rectangles using

>> rectangle(‘FaceColor’, [ ])

where the relevant color row vector is the second argument in this function.

2. MATLAB encodes for colors via the RGB system (i.e, the RBG basis), so we need to
find a way to transfer the information in c (which is based on B2) to a new vector,
c′ (based on B1). To do this you can use a change-of-basis matrix. Although you
will learn more about this type of matrix in the weeks to come, you can use some
basic concepts to solve this problem now. A change-of-basis matrix takes a vector and
expresses the same vector in terms of a different basis.
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In order to re-represent c as c′, we multiply it by the correct change-of-basis matrix,
which is simply constructed by using the basis vectors of B2 as follows:

v1 v2 v3

c′ =

 1 0 1
1 1 0
0 1 1

 c

Carry out this multiplication via MATLAB and determine what color c represents.

The matrix that you just used transforms between vectors in B2 and vectors in B1. Let’s
suppose, now, that you knew a color in B1 and wanted to write it in the basis B2 (for example,
you might be creating a question for a mathematical biology lab). Not surprisingly, to go
from B1 to B2 you use the inverse of this matrix. For any color you choose, write down its
RGB representation (the vector in B1) and then transform it into a vector in the basis B2.

Problem 2: Fitting Functions to Your Data

You may be familiar with curve fitting (in Microsoft Excel, for example), in which the
computer determines the mathematical function that best approximates a given set of data
points. You might not know that the computer uses linear algebra to carry out this task.

Although it’s easy to type a curve-fitting command into MATLAB, it’s important that you
understand the process by which curve fitting is done. The simplest possible fit is linear.
How much information (i.e, how may data points) is needed to specify a line? What are the
mathematical properties of a line that you use to describe it?

A linear fit is simple, but usually represents the data points poorly. A higher-order polynomial
funtion often works better (a line is a 1st-order polynomial, i.e, x to the 1st power). We can
write any polynomial in the form

P (x) = P0 + P1x + P2x
2 + . . .

How much information is needed to define a cubic polynomial?

Just as three numbers are used to define a vector in 3-D space, three numbers can be used
to define a quadratic polynomial in a polynomial vector space—they’re both vector spaces!
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This is where linear algebra fits into the picture. Any three data points can be fit exactly by
some quadratic polynomial. Suppose you had the following three points from an experiment:
{(x1, y1), (x2, y2), (x3, y3)}. Then, the polynomial that fits them is the solution to the matrix
equation  1 x1 x2

1

1 x2 x2
2

1 x3 x2
3

 P0

P1

P2

 =

 y1
y2
y3


Carry out the multiplication on the left-hand side of this equation by hand, and explain why
the matrix equation makes sense.

Use MATLAB to solve this matrix equation for the following data points: {(2, 3), (−4,−4), (10, 5)}.
Plot the resulting function along with the data points.

Problem 3: Finding Your Stride

Why is Usain Bolt so fast? How does he run 100 m in 9.58 s (or maybe even faster by the
time you’re reading this)? The answer is that “the formula for speed is stride length times
stride rate.”1 Usain Bolt has the stride frequency of a small runner, but at 6’5”—and with

1“Taking Sprinting to New Heights.” Slate. 14 Aug. 2016.
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commensurate leg length—he also has an incredibly long stride.

In this problem you’re going to learn how to create a mathematical model that relates two
variables—stride length and stride rate—to how much energy that requires from the runner
(i.e, how quickly he is burning calories). Your model will tell you the combination of step
frequency and step length that returns the best “bang for your buck”—i.e, the fastest speed
with the lowest caloric demand.

In order to get data like this, researchers observe participants during activities like walking
and running. You might be familiar with the “VO2-max” test performed on athletes—this
is similar. In such a test, an athlete wears a mask, which allows researchers to monitor how
much oxygen he is taking in at varying levels of activity. This gives the researchers a good
quantitative measure of the athlete’s energy use.

Modeling energy use and stride type is an active area of research in kinesiology and biomedical
engineering, and we are going to discuss an approach from a 2001 paper by Arthur Kuo.2

Figure 1: This plot shows a person’s energy use when moving at a given speed (x-axis) with a specific step

length (y-axis . . . Note that we use l for step length). This is a contour plot, which represents a 3-D surface.

If you have taken Math 17C, then you are familiar with these graphs. The displayed percentages are relative

to a person’s metabolic rate for walking, where “100%” means a comfortable pace. The bold line is l ∝ v0.42.

(Kuo 2001)

2Kuo A (2001) “A Simple Model of Bipedal Walking Predicts the Preferred Speed-Step Length Relation-
ship;” J Biomed Eng (123): 264-269
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Kuo and his colleagues start with an equation from a previous study, which says that the
“natural” (i.e, comfortable or energy-efficient) relationship between step length, l, and walk-
ing speed, v, is

l ∝ v0.42.

The symbol relating l and v here means “proportional to.” According to this formula, if you
want to double your stride length (and maintain a comfortable pace), by ow much do you
need to increase your speed?

You’re going to use MATLAB to find a function that tells an athlete what his most “energy-
efficient” speed is given a certain stride length. This problem is going to use what you
learned in problem 2 with one twist—you’re going to fit a quadratic polynomial (2nd-order)
to more than three data points. This means that the result you get will only be an estimate.

Figure 2: This graph shows a polynomial (in red) being fit to several data points (in blue). MATLAB

minimizes the sum of the distances shown in green. Note: We call the actual data yn and the polynomial

yest.

In order to make the best possible fit, MATLAB tries to have the polynomial pass as closely
as possible to each data point (see Fig. 2)3. Mathematically, this means that MATLAB
minimizes the sum-of-squares error :

error = [yest(x1)− y1]
2 + [yest(x2)− y2]

2 + [yest(x3)− y3]
2 + . . .

3Menasche S, de Souza e Silva E, Meri Leao, R; “Linear Algebra Curve Fitting;” (Presentation) Dept. of
Mathematics, University of Brazil; 2012.
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For each data point, (xi, yi), this function measures the difference between the value that
the polynomial function estimates, yest(xi), and the experimental measurement, yi. The
algorithm will keep trying out new polynomials (meaning new values of yest(xi)) until the
error is as small as possible.

Suppose that, for a certain athlete participating in your experiment, you get the following
results:

{(0.6, 130), (0.65, 110), (1.2, 110), (1.4, 130)}.

The x-coordinate of each pair is the person’s speed in meters per second and the y-coordinate
is the person’s “relative” energy use (100% represents energy use while walking). These all
belong with a stride length of 0.6 meters (about two feet)—in other words, this is the runner’s
natural stride length. Mark these points on the contour plot (Fig. 1). For each point (i.e, a
stride length and an energy use value) what is the corresponding speed?

Now, complete and implement the following commands in MATLAB to find a best-fit 2nd-
order polynomial to this data:

>> x = [0.6 0.65 ];

>> y = [ ];

>> polyfit(x, y, 2);

polyfit() returns the coefficients of the best-fit polynomial, P0, P1, and P2, in reverse order.
Write down the function and plot it in MATLAB.

Based on your model, at what speed would you recommend the athlete run to minimize his
energy (remember, we’re assuming a fixed stride length of 0.6 m)? Your recommendation
should be the point at which your polynomial fit (for energy use as a function of speed) has
a minimum (recall from calculus that the minimum/maximum of a function is where its first
derivative is equal to zero).

How does this estimate compare to the experimental minimum at a stride length of 0.6 m
(the bold line on the contour plot)?

What is the y-value of your polynomial function at xmin? What does this tell you about the
quality of your fit?
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In case you have been wondering why we chose to do a quadratic fit, here (instead of a
different polynomial) . . . the reason is that, close to a minimum, every function acts like a
quadratic function. We won’t go into too much detail on this point, except to say that the
explanation is based on the Taylor series expansion of a function, which is something that
you learned about in calculus.

Now, perform the fit again with an additional data point, (1.6, 150). What is the resulting
function?

Minimize it, and make a new recommendation for the athlete—do you believe this recom-
mendation is better or worse than your last recommendation? Explain why in terms of linear
algebra and the fitting process.
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