
Lab 8

Introduction

Problem

How do we approach questions using big data?

Genetics is the ultimate big-data problem. Today’s inexpensive sequencing technologies have
made large sets of data on the genetic information of many individuals available for scien-
tists to study. Now, data sets this large are both a blessing and a curse—while they might
contain information relevant to nearly any question you could ask, they might not make that
information easy to find.

In the final two labs of the quarter, you are going to learn two related and extremely useful
techniques for analyzing big data—principal-component analysis (PCA) and singular-value
decomposition (SVD). These tools are favorites of data scientists and bioinformaticians.

Take a minute or two to think about what factors are most likely to cause two people to
have very similar genetic information (an easy one is family relation). List some below:

In a now famous paper published in the top-notch journal Nature,1 John Novembre and his
colleagues—a group of geneticists and evolutionary biologists—showed that, by performing
PCA on the genomes of a group of Europeans, the scientists could group the individuals in
a way that looks strikingly like a map of Europe (as shown in Fig. 1).

Pretty cool, right? (That’s rhetorical.) Take a look at the figure, and identify which coun-
tries seem to be grouped properly and which countries are either in the wrong location or
ambiguous in their locations.

This whole lab is devoted to carrying out a similar analysis on a different data set. By
following several data-analysis procedures, you will effectively reproduce John Novembre’s
famous paper.

1Novembre J et al, (2008) “Genes Mirror Geography within Europe;” Nature 456(6): 98-100.
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Figure 1: The key figure from Novembre’s paper. When he plotted the first two principal components
of the genome data, he found a result that looks quite a bit like the map of Europe. Each individual is
identified by his/her country of origin in small letters, and the larger circles represent the average location
of each country’s individuals.

Preparing the Data

For your analysis, you are given two data files, “G.txt” and “continents.txt.” Open MAT-
LAB and load the data using

>> G = importdata(‘your file name and path’);

Recall that the “path” tells MATLAB where to look for the file. If you are using a Mac, you
can find the path by bringing up the file in Finder; “right-clicking” on it (two-finger click);
selecting “Get Info;” and then looking under “Where” (see Fig. 2 ).

In the MATLAB command, you enter the file’s path within the quotation marks with each
directory (or folder) separated by slashes. The quotation marks tell MATLAB that the
argument of the function is a word, instead of a variable or number. This object is called
a character array in MATLAB, although it is more commonly referred to as a “string” in
other programming languages.
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Figure 2: The path is displayed for your file towards the top of this box under the “Where” field.

For the example shown in Fig. 2, the path, i.e, the argument of importdata() is

\Users\ . . . \grad school\Math27a\lab8\G.txt

(The dots represents folders not shown in Fig. 2.)

What are the sizes of the two data matrices?

G is the genotype matrix. For each of 179 individuals, it contains genetic information in
the form of “single-nucleotide polymorphisms,” or SNPs. Each SNP records whether, at a
very specific genetic locus, the nucleotide (A, T, C, or G) that that individual possesses is
the same as most people have (eg, 99% of people) or is different. In fact, the DNA of any
person is almost identical to that of anyone else. So, this genomic data is all about the (rare)
variations between individuals in populations.
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If you think this is a lot of data . . . the actual data set had over 200,000 SNPs! Since it
took the writer of this problem almost the full duration of your lab to load this data on his
relatively fast computer, he performed “downsampling” to randomly choose a subset of the
genetic data for the analysis.

The other file, “continent.txt”, gives the geographical region that each subject is from. You
will use this later to verify that your PCA properly grouped the subjects by geography.

The next step is to mean center and to normalize the data. Mean centering means to subtract
the average value of each variable from all of the entries in the column corresponding to that
variable. Can you explain why that might help your analysis?

Would mean centering be more helpful for data that is very similar or for data that is spread
out over a wide range of values?

Your goal is to replace each entry of the matrix, Gij, with its corresponding mean-centered
and normalized value:

G′
ij =

Gij −Gj

Gj

2
(1− Gj

2
)
.

Explain in words what the entire expression does.

Which part of this expression accounts for the mean centering?

To accomplish this goal, you will need to write a function, just as you did in Lab 2. It
might be helpful to consult that lab again. Your MATLAB function will have the following
characteristics: make sure this is on same pg. as bullets
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• It will take the variable (matrix) G as its argument, and return a new matrix, G prime.
In order to return this new matrix, you might want to begin the function by initializing
a matrix of zeros with the same dimensions as G. How do you do this?

• It will incorporate a “for” loop.

• A good idea is to take advantage of MATLAB’s “vectorized operations.” For example,
x = x - 2 subtracts 2 from every element in the column vector x. MATLAB is a
program that works much faster with vectorized operations like this than with “for”
loops (Python is an example of a language that handles “for” loops more easily).

Now, your data is all ready to analyze!

PCA, Part 1

Since PCA and SVD can give equivalent information, what is the advantage of choosing one
method over the other? Well, it’s often the case that these data sets are so large that one
method might simply take too long to run on your computer. In fact, determining faster
methods and algorithms for PCA and SVD is an active area of research among geneticists
and computer scientists2

PCA means finding the eigenvalues and eigenvectors of the covariance matrix. We’ll talk
more about the physical meaning of a covariance matrix in the next lab . . . but you’ve seen
it once before—write down what it meant in that context.

As Strang explains in section 7.3, the covariance matrix, S, is defined, for a data
matrix, G, by

S = GGT .

In MATLAB you can calculate S in two different ways:

1. cov(G)

2. G * transpose(G)

2Abraham G and Inouye M (2014) “Fast Principal Component Analysis of Large-Scale Genome-Wide
Data;” PLOS ONE 9(4): e93766 Note: this citation also accounts for the normalization procedure given
earlier.
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Try both. Does one run faster on your machine than the other? Is it the one you expected
to run faster?

Now that you have your covariance matrix, perform an “eigendecomposition” on it (i.e, find
the eigenvectors and eigenvalues). What is the relationship between the diagonal matrix and
the original matrix?

These diagonal entries are the standard deviations associated with each principal compo-
nent/vector (the eigenvectors). Each principal component “explains” a certain amount of
the data. Suppose the data were perfectly linear (ie, the cloud of points was long and thin).
In this case, a single vector could completely describe the points. However, in general, this
vector wouldn’t be parallel to the x-axis, or to the y-axis. . . or to any other axis, if you had
high-dimensional data. Instead, this data would fall along another vector, which we call the
first principal component! A nice example of what we mean, here, is show in Figure 3.3

The principal components (PCs) help you to create a model space for whatever you’re study-
ing. Just like the model for blood flow that you explored in Lab 6, the model space that
you’re creating here is just a simplified (and easier to work with) version of the real biological
system. In principal-component analysis, we say that we’re “projecting the data, G, onto
(the space spanned by) the first few principal components.”

For example, the data cloud shown in Fig. 3 could actually be 3-D (“football-shaped”).
However, if it’s very flat (a squished football), then the 2-D plot in the figure might contain
most of the relevant information.

Novembre and his colleagues took their data and projected it onto the first two principal
components. Try the same approach. Use scatter() to plot the first two PCs (the first two
columns of the eigenvector matrix, ie, these vectors are the two arguments of scatter() ).
What is your result? What does it mean?

The other data (which we haven’t touched up until this point) is the set geographical infor-
mation for the subjects. You’ll see that each entry in this vector is either a “0” (European),
a “1” (African), or a “2” (East Asian). You will now use this data to see if the PCA result

3“Principal-Component Analysis;” Wikipedia.
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Figure 3: This data cloud is long and thin, and it makes sense to describe it by a vector along the long
direction and another along the short direction. These vectors are the first two PCs of the data, and they
are drawn on the figure.

matches up with what we know of the subjects’ geographical origins.

As you saw back in Lab 1, you can use RGB codes to add color to elements of your figures.
You’ll need to create a matrix that has the same number of rows as the eigenvector matrix
with thee columns (containing the color code for each row). Start by initializing such a
matrix, and call it “colors.”

Each row of “continents.txt” tells you what region the corresponding row of your principal
components is (i.e, where the individual corresponding to that data point is from). In order
to color code these points, therefore, you’ll need to convert this geographical information
into RGB color information that means something to MATLAB. (Recall that you did this
earlier in the quarter.)

A nice way of doing this is to use a Boolean operator—in other words, a “true/false” state-
ment. As an example, the following commands tell you which columns of the vector have a
seven in them:

>> v = [2 7 6 7];

>> seven cols = (v == 7);
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Explain what you get.

The vector that you get is a “logical” variable, and it can be used as a fancy way of indexing—
what does indexing mean, again?

We’re going to use red for the European individuals, green for the Africans, and blue for
the East Asians. Create vectors called “red,” “green,” and “blue” to identify the rows that
correspond to these three continents, respectively.

As you may recall from previous labs, the vector codes for these three colors are: red = (1
0 0), green = 0 1 0), and blue = (0 0 1). So, as your last step before plotting, fill in the
correct entries for “colors:”

>> colors(red, 1) = 1;

(Hint: you have three colors and three numbers that identify each color, so you’ll need nine
commands like the one above.)

PCA, Part 2

In part 1 you got a chance to “look under the hood” a little bit with PCA. However, you
might not be surprised to learn that MATLAB has a built-in function that allows you to
skip the calculation of the covariance matrix. The designers of MATLAB know how popular
of a technique PCA is!

On your modified data matrix, G′, call the following command:

>> [coeff, score, latent] = princomp(G prime);

In this case, “score” is the matrix whose columns are the principal components of our data
(the name “score” must make sense to somebody . . . ). Plot the first two principal compo-
nents from this matrix on the same figure as you generated in part 1. Did these two different
approaches produce the same results?
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SVD: An Equivalent Approach

PCA is effectively a part of SVD. In SVD you find two sets of singular vectors, which are
the eigenvectors of the matrices GTG and GGT . As you just saw, the latter set of eigen-
vectors contains the principal components of the data, G. In Lab 9 you will explore SVD
more deeply with data from an important neuroscience experiment. However, as far as this
lab is concerned, you can think of SVD as another method for determining the principal
components of a data set.

The following MATLAB command performs SVD on the matrix G prime:

>> [U, S, V] = SVD(G prime);

How many variables does SVD() return?

Create the same plot as you did in the previous two sections (the principal-component matrix
is U). Is your result the same as before?

How does the time required for MATLAB to perform the SVD decomposition compare to
that for the other two methods?
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